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MATHEMATICAL PROBLEM SOLVING
FOR EARTH SCIENCES — 2010–11

Lecturers who will contribute to the course:

• Dr. Matt Friedman — matt.friedman@earth.ox.ac.uk,

• Dr. Richard Katz — richard.katz@earth.ox.ac.uk,

• Dr. Don Porcelli — don.porcelli@earth.ox.ac.uk.

Demonstrator Clara Blätter — clara.blattler@earth.ox.ac.uk

Books We will frequently refer to two books:

• Geostatistics Explained by McKillup and Dyar, published by Cambridge Uni-
versity Press. (Hereafter MD)

• Statistics and Data Analysis in Geology 3rd edition by Davis, published by John
Wiley. (Hereafter DA)

• Probability by Pitman, published by Springer. (Hereafter P)

You are encouraged to purchase these for use during the course, for consultation
during future courses at Oxford, and as a reference throughout your career in science.
Both books are available at University and college libraries.

Matlab We will use the Matlab software package throughout the course. You should
install it on your personal computer. To do so, please connect your computer to the
University network and follow this link:

https://register.oucs.ox.ac.uk/self/software

Here you will be able to download Matlab and obtain a license. The soft-
ware will only work when you are connected to the University computer network
(i.e. blah.ox.ac.uk).

Lectures Weekly on Thursdays at 12:00 PM (for Hilary term) in Seminar One.

Lecture topics (Subject to modification)

Week 1 [DP] Mixing

Week 2 [DP] Rayleigh distillation

Week 3 [DP] Box models

Week 4 [DP] Chemical diffusion

Week 5 [RK] Introduction to series analysis, interpolation, autocorrelation. Review
of trigonometric functions.

Week 6 [RK] Fourier Series representations of periodic functions

Week 7 [RK] Discrete Fourier series and power spectra

Week 8 [RK] Spectra, detrending, Matlab’s FFT, normal modes
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Problem classes Will meet weekly on Fridays

• at 11:00 AM in the Mineralogy Laboratory for weeks 1–4,

• at 12:00 PM in the Computing Laboratory for weeks 5–8.

For some labs, first few minutes of the problem class will involve Matlab tips from
the instructor and additional instructions about the problem set. The rest of the
time will be for independent work. Please come having read the assignment and
worked on any problems that you know how to do.

Other important points Please read carefully:

• These notes are not a complete description of the information that is to be
understood as part of the course. The complete description is contained in the
union of these notes, the lectures themselves, and the book-sections referred to
below and in the lectures. The level of mathematics that will be required on an
examination of this material is approximately equivalent to that of the assigned
problems.

• Questions in the notes are meant as a check on your understanding. Try to
answer them; if a question confuses you, it is an indication that you should
review the course materials and, perhaps, seek help from a peer, a tutor, or the
lecturer.

• Problems A problem-set will be distributed at the end of each lecture. You
will need to submit a completed paper at the beginning of the next lecture.
The laboratory meeting will give you time to work on the problems and ask
questions about things that you don’t understand.
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5 Introduction to the Analysis of Sequence Data

In this lecture We will learn about different types of series data. We’ll discuss in-
terpolation of irregularly timed measurements onto a regular interval, and we’ll analyse
series using autocorrelation. Finally, we will review some basic aspects of trigonometric
functions that will be useful in the next lectures.

5.1 Types of sequence data

Earth scientists frequently need to analyse measurements that form a sequence—an or-
dered series. This series may be ordered in space (e.g. down a stratigraphic section) or in
time (e.g. over the past 100 years). In either case, these are known as time series, and
the term time-series analysis is used to describe the application of quantitative methods
to discover patterns in the data. DA pp.

159–163
MD 21.1

The series variable can be defined either by a rank-order or by a quantitative measure
of position along the series axis (time or space). To illustrate this, consider a stratigraphic
section. A rank-order series is defined by the order that the layers appear, from top to
bottom: first, second, third, ..., last. A quantitative sequence measure, on the other hand,
can be defined if each layer is radiometrically dated, from top to bottom, with ages: t1,
t2, t3, ..., tN .

A time-series consists of an observation at each entry in the rank-order or measured-
time list. This measurement can also be qualitative or quantitative. As an example of the
former, we might have a record of the presence or absence of a certain fossil-type in each
layer of the stratigraphic sequence. The latter type of time-series, composed of quantitative
observations, might be the height of water in a lake, the lateral displacement of a GPS
station, or, in the case of our stratigraphic sequence, the mass-fraction of biosilica.

In the following lectures, we will only be concerned with methods of analysis for time-
series in which both the series position and observation are expressed quantitatively. Meth-
ods for analysing other types of time-series are discussed in DA and MD. In analysing a
time-series, we might ask

• Does it possess a trend? If so, is it a linear trend? What are the characteristics of
the trend?

• Does it possess a repeating pattern? Multiple repeating patterns? Do they recur
with a regular frequency or frequencies?

• Does it contain some noise? How large is the noise relative to the signal?

In general, we will consider time-series composed of N entries indexed by an integer i
that goes from 1 to N . For each value of i we will have a measure of the position (e.g. time),
ti, and a measure of some quantity at that time, qi. Hence a general time-series can be
represented as

t1, t2, t3, ..., tN−1, tN ;
q1, q2, q3, ..., qN−1, qN .
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A primary consideration in analysing a time-series is whether its entries are regularly
spaced. Regular spacing means that there is a constant difference between ti+1 and ti:

ti+1 − ti = ∆t, const. for all i.

The spacing between successive measurements, ∆t, could be a microsecond, or a metre,
or a million years; the important point is that the same spacing applies to any pair of
consecutive entries in the series.

5.2 Preparing a time-series for analysis: Interpolation

Many of the methods that are used to analyse time-series require regularly spaced data.
What if you have data that is not regularly spaced? For example, perhaps your time-series
is missing an entry because the measurement device failed:

t1 = 0, t2 = 5, t3 = 10, t4 = 15, t5 = 25, t6 = 30, ...
q1 = 1, q2 = 0.87, q3 = 0.5, q4 = 0.0, q5 = −0.87, q6 = −1.0, ...

(1)

Note that in this case, measurements were taken every five units, but the measurement at
t = 20 is absent. To analyse the data we might need to correct this absence.

Another problematic case is that of irregularly spaced entries:

t1 = 0, t2 = 5.3, t3 = 9.4, t4 = 16.0, t5 = 20.1, t6 = 25.8, ...
q1 = 1, q2 = 0.85, q3 = 0.55, q4 = −0.10, q5 = −0.51, q6 = −0.90, ...

(2)

Dealing with this clearly requires more than the replacement of a single entry.

Interpolation is a method that is frequently employed to handle issues with data such
as the above. It uses available data to estimate the value of the measured quantity between
observations. It provides a guess at what the measurement would have been at the point
of interpolation, should we have taken that measurement. We will consider two types of
interpolation, linear and cubic, and then discuss the benefits and pitfalls of each.

5.2.1 Linear interpolation

Linear interpolation estimates the value of q between two measurements, qi and qi+1, using
a straight line between those two measurements.DA pp.

163–165 Suppose we want to know the value of q at t = t∗, for ti < t∗ < ti+1. We can construct
the linear interpolant

q(t∗) = qi +
[
qi+1 − qi
ti+1 − ti

]
(t∗ − ti). (3)

This equation states that the value of q at t∗ is equal to the value of q at ti plus the slope
of the line connecting qi to qi+1, times the change in the independent variable, t∗− ti. The
interpolant is illustrated in Figure 1. Notice that Equation (3) is simply the slope–intercept
form, where qi is the “intercept” and the slope is given by (qi+1 − qi)/(ti+1 − ti).
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Figure 1: Linear interpo-
lation between two val-
ues of a generic time-
series. The black line is
the interpolant, and the
star marks the interpo-
lated point.

There is a quick-and-easy check that you should always perform when you write the
formula for a linear interpolant. First, let t∗ = ti; your formula should give you q(t∗) = qi.
Second, let t∗ = ti+1; your formula should give you q(t∗) = qi+1. If both of these check
out and your interpolant is linear, then it is correct.

Question: Given that f(10) = 33 and f(20) = −17, use linear interpolation to find
f(12.5).

5.2.2 Cubic interpolation

In real life, things rarely vary with the jaggedness assumed by linear interpolation: straight
lines between points, with sharp turns on the points. Often, variations of a quantity with
time or distance are smoothly curving.

We can interpolate using a cubic polynomial to capture some of this curvature. A
general cubic polynomial can be written

g(x) = c0 + c1x+ c2x
2 + c3x

3, (4)

where x is the independent variable (corresponding to the t of our time-series), and g is
the dependent variable (corresponding to the q of our time-series). Equation (4) has four
unknown coefficients, c0, c1, c2, and c3.

Notice that if c2 = c3 = 0, then Equation (4) is the equation of a line in slope–
intercept form, equivalent to Equation (3). Recall that for linear interpolation, we used
the measured data-points that surround the time-value where we wanted to interpolate.
These two points allowed us to determine c0 and c1. To determine the four unknown
constants in the expression for a cubic polynomial, we need four measured data-points.
In particular, if we wish to interpolate for q(t∗), we need qi−1(ti−1), qi(ti), qi+1(ti+1), and
qi+2(ti+2), such that ti−1 < ti < t∗ < ti+1 < ti+2. These four points need not be regularly
spaced in t, though in practise, bunching of points in the independent variable can produce
bad results.

Fortunately, it is not necessary to solve for the four constants of the cubic polynomial
each time we wish to interpolate. A standard formula exists for a kth-degree polynomial
that passes through k + 1 control points; this is known as the Lagrange polynomial. For
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Figure 2: Cubic interpola-
tion between four values of
a generic time-series. The
black line is the interpolant
and the star marks the in-
terpolated value. Circles are
control points. ti+0
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k = 3 (cubic), we require four control points, (x1, y1), (x2, y2), (x3, y3), (x4, y4), and the
Lagrange polynomial is

g(x) =
(x− x2)(x− x3)(x− x4)

(x1 − x2)(x1 − x3)(x1 − x4)
y1+

(x− x1)(x− x3)(x− x4)
(x2 − x1)(x2 − x3)(x2 − x4)

y2+

(x− x1)(x− x2)(x− x4)
(x3 − x1)(x3 − x2)(x3 − x4)

y3+

(x− x1)(x− x2)(x− x3)
(x4 − x1)(x4 − x2)(x4 − x3)

y4.

(5)

This equation may look complicated at first glance, but if you examine it closely, you will
see a pattern in the subscript values that makes it easier to remember. It is left as an
exercise for the student to multiply each of these terms out and sum like powers of x to
put the polynomial in the form of Equation (4)! To use this formula on a time-series,
we simply map ti, ti+1, ti+2, ti+3 onto x1, x2, x3, x4, and likewise with qi, ... onto y1, .... An
example interpolation is shown in Figure 2.

Just as for linear interpolation, it is important that you check a new equation for
cubic interpolation (probably contained in a Matlab function). This can be done by
interpolating at the control points.

5.2.3 Practical considerations

Now we can return to the time-series given in Equation (1) and solve the problem of the
missing data-point. Figure 3 shows the use of the Lagrange cubic interpolant to replace
the missing data point with an interpolated point. The time-series could then be modified
to include this replacement point, and then analysed.

As you may have guessed, Matlab has a built-in function for interpolation, and using
it can make our lives (and our code) better. The function name is interp1 (NB. this
is different from the Matlab function interp!). Reading the help message for interp1
reveals that the function has various methods of interpolation. The calling sequence is

YI = INTERP1(X,Y,XI)
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Figure 3: Cubic interpola-
tion to fill in the gap in
the time-series from Equa-
tion (1). The interpolant
(black line) was calculated
using Equation (5).

where inputs X is the “position” or “time” vector (t), Y is the vector of measured quantities
(q), and XI is a vector of positions at which to interpolate. YI is the output vector of
interpolated values. The default method of interpolation is linear, but an optional input
argument can be used to change this:

YI = INTERP1(X,Y,XI,METHOD)

where METHOD is a string specifying the type of interpolation to use. To get cubic inter-
polation as described above, the METHOD would be ’spline’. See help interp1 for more
details.

To perform the interpolation shown in Figure 3, we would enter
>> t = [0 5 10 15 25 30 35];
>> q = [1 0.87 0.5 0 -0.87 -1 -0.87];
>> qi = interp1(t,q,20,’spline’);

and to form the corrected time series we would then enter
>> t = 0:5:35;
>> q = [q(1:4), qi, q(5:end)];

and check that this worked by saying
>> plot(t,q,’-ok’);

If you try this you will notice that the added point lines up correctly, but the plot-
line looks jagged—inconsistent with our use of cubic interpolation for the missing point.
Interpolation can also be used to make a smooth-looking plot line. Try this

>> t smooth = linspace(t(1),t(end),1000);
>> q smooth = interp1(t,q,t smooth,’spline’);
>> plot(t,q,’ok’,’MarkerSize’,10); hold on;
>> plot(t smooth,q smooth,’-k’); hold off;

The function interp1 makes it easy to interpolate from an irregularly spaced series to
a regular one. Let’s deal with the series in Equation (2) using Matlab:

>> t = [0 5.3 9.4 16.0 20.1 25.8 31.0 36.8];
>> q = [1.0 0.85 0.55 -0.10 -0.51 -0.90 -0.99 -0.76];
>> treg = [0:5:35];
>> qreg = interp1(t,q,treg,’spline’);
>> plot(t,q,’ok’,’MarkerSize’,6); hold on; grid on;
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Figure 4: Cubic interpola-
tion using interp1 to cre-
ate a regularly spaced time-
series from Equation (2).
The circles are the origi-
nal, irregularly spaced time-
series, the stars are the inter-
polated, regularly spaced se-
ries. The black line is a cubic
interpolant. 0 5 10 15 20 25 30 35 40
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>> plot(treg,qreg,’*k’,’MarkerSize’,10);
and for plotting a smooth line,

>> tsm = linspace(t(1),t(end),1000);
>> qsm = interp1(t,q,tsm,’spline’);
>> plot(tsm,qsm,’-k’); hold off;

The result of this set of commands (with some annotation added) is shown in in Figure 4.

5.3 Analysing a time-series by autocorrelation

As with any data, the most important analysis tool is plotting. Always plot your data and
look at it carefully before you do anything else. This will give you qualitative expectations
that will help to determine what method of quantitative analysis is best.

Figure 5: Figure 21.2 from
MD illustrating the concept
of a lag in autocorrelation.
The lag k increases from k =
0 in (a) to k = 3 in (d).
For each lag we compute the
correlation of the overlapping
part of the time-series. For
a series with N entries, this
overlap has N − k entries.

Autocorrelation is a means to detect repetition and memory in a time-series. Repe-
tition is the periodic return of a pattern of values in a cyclic manner. Memory refers to
the persistent influence of an event in a time-series. For example, a breaking news story
may cause some stock market index to increase suddenly; four days later the index is
still higher than usual, but by the following week, the effect of the news event has disap-
peared. Autocorrelation helps us to determine the time-scale of memory, or the period of



Introduction to Series Analysis 9

q

(a)

−1

−0.5

0

0.5

1

r

(b)

q

(c)

−1

−0.5

0

0.5

1

r

(d)

0 100 200 300 400 500

q

(e)

Observation number
0 50 100

−1

−0.5

0

0.5

1

r

(f )

Lag, k

Figure 6: Various time-series and their autocorrelation functions. NB. the autocorrelation function
is only shown for lags less than 125 to emphasise the structure near k = 0. (a) A perfectly periodic
time-series gives rise to a repeating autocorrelation function in (b). (c) A perfectly random time-
series gives rise to an autocorrelation function that has rk ≈ 0 for all k > 0, and r0 = 1, shown
in (d). (e) A time-series with memory. Each value is related to the previous 10 values, plus a
random difference. Notice that the autocorrelation function in panel (f) has r0 = 1, but it also
has rk > 0 for k ≤ 10.

repetition.

Autocorrelation involves comparison of a time-series with a shifted version of itself.
The shift is called a lag, which is given by an integer index k. At each lag, we compute the MD 21.4
correlation between the time-series and the lagged version of the time-series. The concept
of a lag is illustrated in Figure 5. Note that this method can only be applied to regularly
spaced data!

To normalise the autocorrelation function we must take two factors into account. First,
the size of the autocorrelation for lag k = 0 will increase with the mean and the variation
of the time-series. This makes it difficult to compare the autocorrelation of one time-series
with that of another time-series, which has a different mean and/or variance. To avoid
this problem, we replace the time-series by its Z-score (which you should remember from
last term),

Zi =
ti − µ
σ

,

where µ and σ are the mean and standard deviation of the time-series.

The second factor is related to the increasing lag at each step, which means a decreasing
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overlap region. This decreasing overlap will bias the autocorrelation to smaller absolute
values as the lag increases. To account for this bias, we normalise at each lag by the
number of time-series entries in the overlapping region, N − k. Accounting for these two
considerations gives us the formula for the autocorrelation as a function of lag,

rk =
1

N − k
N−k∑
i=1

Zi Zi+k. (6)

Using this formula will always give r0 = 1, independent of the time-series that is anal-
ysed. The values of r1, r2, r3 and so forth will depend on the details of the time-series,
i.e. whether it displays memory or repetitions. Figure 6 shows three examples of time-
series and their associated autocorrelation functions (other examples are shown in Figure
21.3 of MD).

5.4 Review of trigonometric functions

In the next three lectures, we will learn about a technique for analysing time-series in terms
of their frequency content—the relative amounts of oscillations with different repeat-times
that compose the time-series.

To do this, we will break down the time-series into a set of trigonometric functions:
sines and cosines. It is therefore essential to have a thorough understanding of these func-
tions before we move on. In particular, the key concepts of amplitude, angular frequency,
and phase that are associated with trigonometric functions should be clear in your mind.
To that end, we will review them here.

As a reminder, the two important trigonometric functions we’ll be dealing with areDA pp.
266-268

cos θ =
X

V
sin θ =

Y

V
. (7)

These functions are called trigonometric because they are derived from the geometry of
triangles inscribed in a circle, as shown in Figure 7a. The cosine function represents the
extent of the triangle in the x-direction X, in proportion to the radius V . The sine function
represents the extent of the triangle in the y-direction Y , in proportion to the radius. By
the geometry of the triangle within the circle, the maximum value of | sin θ| and | cos θ|
cannot be greater than 1. This is evident in Figure 7b.

Furthermore, the argument θ represents an angle, measured counterclockwise from the
+x-axis, in radians. One radian is the angle subtended by an arc with arc-length equal to
V , the radius of the circle; 2π radians subtends the whole circle.

Now imagine that the radius vector is sweeping around the circle with time, in the
counterclockwise direction. If it makes one complete revolution every 2π seconds, then we
could write

X = V cos t, Y = V sin t, (8)

where t is measured in seconds. From Equation (8) we can see that the maximum value
that X and Y can obtain is V ; this value is termed the amplitude and is often denoted
as A.
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Figure 7: Figures 4-67 and 4-68 from DA. (a) Geometric view of the trigonometric functions. (b)
Plot of cos θ over one period of oscillation.

The radius vector in the previous example goes around the circle every 2π seconds—this
is its repeat period, or simply its period. Equivalently, if t actually represented distance
along a line in space, then we would refer to 2π as the wavelength of the oscillation. So
wavelength and period are mathematically identical, though they have different physical
units.

We can generalise Equation (8) to any temporal period of oscillation as follows

g(t) = A cos(ωt), (9)

where ω is the angular frequency, the number of radians per second. We can write ω
in terms of the period of oscillation T , or the frequency f , as

ω =
2π
T

= 2πf.

Frequency is often measured in Hertz (Hz, cycles per second). For the special case where
T = 2π, we get ω = 1, which is consistent with Equation (8).

Equation (9) can be generalised further: we can shift the oscillation in time, so that
instead of starting at t = 0, it starts at a different time. To do this, we subtract the phase
angle (or simply the phase) φ to give

g(t) = A cos(ωt− φ), (10)

In this form, a cycle begins when t = φ/ω.

The attentive reader will notice that applying a phase of φ = π/2 to the cosine function
will turn it into a sine function. This can be made explicit using the trigonometric identity

cos(R− S) = cosS cosR+ sinS sinR

as follows

g(t) = A cos(ωt− φ),
= A cosφ cos(ωt) +A sinφ sin(ωt),
= α cos(ωt) + β sin(ωt).
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Figure 8: Harmonics of cosine (a) and sine (b) functions for r = 0, 1, 2, 3. Increasing values of r
correspond to smaller line-width curves.

where α and β are new constants. You will now notice that if φ = π/2, α = 0 and β = A.

Suppose we wish to represent the family of sinusoidal functions that go through an
integer number of oscillations within the period T . These are called harmonics and can
be written as

g(t) = cos
(

2πr
T
t

)
, (11)

where r is an integer, often referred to as the harmonic number. This function has a period
of τ = T/r and is illustrated in Figure 8a for several values of r.
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6 Fourier Series

In this lecture we’ll learn about how a finite, periodic function can be expressed as a
sum of sine and cosine functions of different amplitudes and frequencies. We’ll learn how
to calculate all of the terms of that sum. We’ll be doing only analytical maths in this
lecture; no Matlab stuff. None of the main books for this course have good coverage of
the material in this lecture. Two books that should be helpful for alternative explanations
and going beyond the lectures are

• Seeley, RT; An introduction to Fourier series and integrals, W.A. Benjamin (New
York), 1996.

• Riley, Hobson, and Bence; Mathematical methods for physics and engineering,
Cambridge University Press (Cambridge), 2006.

Both of these are available through the Oxford library system.

6.1 Aside: coordinate systems and orthogonality

We’re familiar with the concept of Cartesian, three dimensional space: any point can be
described as the sum of three independent basis vectors, pointing in each of the three
independent directions,

V = c1e1 + c2e2 + c3e3 =
3∑
j=1

cjej , (12)

where

e1 =

 1
0
0

 , e2 =

 0
1
0

 , e3 =

 0
0
1

 .
The essential property of these basis vectors is that they are mutually orthogonal :

ei · ej =

{
1 if i = j,

0 if i 6= j.
(13)

For example, basis vector 1 contains no amount of basis vector 2; each basis vector is
entirely independent of the others. This means that we can determine the y-value of a
vector independently of the x and z-values. Furthermore, any point in Cartesian space
has a unique set of coordinates. It is therefore true that any vector in Cartesian space can
be decomposed into a sum of basis vectors, as we did above. To find the, say, x-component
of a vector, one need only take the dot-product of the vector with the basis vector in the
x-direction:

V · e1 = c1.

This is a trivial example, but it demonstrates a concept that is important in understanding
Fourier series.
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Figure 9: A square wave
with period T and unit
amplitude, as described by
Equation (15). −1
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It turns out that we can decompose functions in a manner similar to vectors. Just as
a general vector was decomposed into a set of simpler basis vectors, a function can be
decomposed into a set of basis functions. We’ll see how below.

6.2 Periodic functions: a general definition

A periodic function is one that repeats, identically, once each period, from −∞ to +∞. If
the function is denoted by f(t) and the period is T , then the following equation defines a
periodic function

f(t+ T ) = f(t). (14)

One obvious example of a periodic function is cos t; it has a period of T = 2π, and of
course cos(t) = cos(t + 2π), which satisfies Equation (14). Here’s another example of a
periodic function:

f(t) =

{
−1 for − T/2 ≤ t < 0,
+1 for 0 ≤ t < T/2.

(15)

This is called a square wave, and is represented in Figure 9.

6.3 The Fourier series

Amazing but true: any periodic function∗, including the one in Figure 9, can be represented
by the sum of a series of sines and cosines. For a periodic function g(t) with period T ,
this series is

g(t) = a0 +
∞∑
r=1

[
ar cos

(
2πr
T
t

)
+ br sin

(
2πr
T
t

)]
. (16)

Some remarks about this important equation:

• Compare Equation (16) to Equation (12): whereas a vector is composed of different
quantities of each basis vector, a periodic function is composed of different quantities

∗Terms and conditions apply, see Riley, Hobson, & Bence,
Mathematical Methods for Physics and Engineering, Cambridge University Press.
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of each sine and cosine in the series. The quantities c1, c2, c3 are the coordinates of
a point in physical space. The quantities a0, a1, ... and b1, b2, ... are the coordinates
of a function in frequency space.

• The series contains an infinite number of terms; calculating all of them is impractical.
Often, we will sum up a large number, but not all the terms. Doing this changes
Equation (16) into an approximation, rather than an equality.

• The a0 term in the equation is a constant and represents the mean of the function
g(t). Since g is periodic, we can calculate the mean by averaging over one period

a0 =
1
T

∫ t0+T

t0

g(t) dt. (17)

There is no b0 term in the series because sin(0) = 0.

• The coefficients a1, a2, ... and b1, b2, ... are constants to be determined. Fortunately, it
is possible to calculate them, because each term in the series is mutually orthogonal,
just as were the basis vectors in Equation (13):∫ t0+T

t0

cos
(

2πr
T
t

)
sin
(

2πs
T
t

)
dt = 0 for all integers r and s, (18)a∫ t0+T

t0

cos
(

2πr
T
t

)
cos
(

2πs
T
t

)
dt =

{
T/2 for r = s

0 for r 6= s
, (18)b

∫ t0+T

t0

sin
(

2πr
T
t

)
sin
(

2πs
T
t

)
dt =

{
T/2 for r = s

0 for r 6= s
. (18)c

These relations indicate that each entry in the series adds a unique contribution that
cannot be obtained by any other entry.

6.4 (NON-EXAMINABLE) Applying the orthogonality conditions

To obtain values for the Fourier coefficients, we need a means to isolate and solve for
them. The orthogonality conditions (18) provide a means. To see this, take Equation (16),
multiply both sides of the equation by, say, cos(2πst/T ), and integrate over one period.
This gives∫ t0+T

t0

cos
(

2πs
T
t

)
g(t) dt =∫ t0+T

t0

cos
(

2πs
T
t

){
a0 +

∞∑
r=1

[
ar cos

(
2πr
T
t

)
+ br sin

(
2πr
T
t

)]}
dt (19)
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Now focus on the right-hand side of Equation (19). We can bring the integral into the
summation and write the RHS as

a0

∫ t0+T

t0

cos
(

2πs
T
t

)
dt+ [term 1]

∞∑
r=1

[
ar

∫ t0+T

t0

cos
(

2πs
T
t

)
cos
(

2πr
T
t

)
dt
]

+ [term 2]

∞∑
r=1

[
br

∫ t0+T

t0

cos
(

2πs
T
t

)
sin
(

2πr
T
t

)
dt
]
. [term 3]

First consider [term 1]: integrating cosine over a full period (or s full periods) gives zero by
inspection. Now [term 3]: orthogonality condition Equation (18)a clearly applies, so this
term is also zero. Finally, consider [term 2]: this matches with orthogonality condition
Equation (18)b; this term is only non-zero if r = s. This means that all terms with r 6= s
in the summation are zero! We can therefore discard the summation!

Using these three simplifications, we can rewrite Equation (19) as

as
T

2
=
∫ t0+T

t0

cos
(

2πs
T
t

)
g(t) dt, (20)

which is a formula for calculating cosine coefficient, as. We can apply a similar method
(multiply by eqn. (16) by sin(2πst/T ) and integrate over one period) to obtain the sine
coefficients bs.

6.5 Calculating the Fourier coefficients

In the previous section, we used the orthogonality conditions to derive the following for-
mulae for the coefficients

ar =
2
T

∫ t0+T

t0

g(t) cos
(

2πr
T
t

)
dt, (21)a

br =
2
T

∫ t0+T

t0

g(t) sin
(

2πr
T
t

)
dt. (21)b

(These formulae are examinable).

Equation (21) can be used blindly to compute the coefficients of a Fourier series, but
as usual, a bit of care will save us work. This comes from noting that sin is an odd function
while cos is an even function:

sin(−x) = − sin(x), therefore odd,
cos(−x) = cos(x), therefore even.

If the function g(t) is odd, then we can infer that all ar must equal zero, since these
are the coefficients of cos terms, which are even (and therefore couldn’t contribute to an
odd function). If g(t) is even, then all br must equal zero.
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A recipe for calculating the Fourier series of a periodic function

1. Determine the period T of the function. Choose a starting point t0, usually the
beginning of a period of oscillation.

2. Calculate the mean of the function over one period, and assign this value to a0.

3. Ascertain whether the function is even, odd, or neither.

4. Use Equation (21) to calculate the required coefficients depending on your result
from the previous step.

5. Assemble the coefficients with their respective sine and cosine functions and frequen-
cies, and write down the resulting Fourier series.

6. Check your result!

6.6 A worked example

Let’s calculate a Fourier series of the square wave from Figure 9 and Equation (15).

1. By construction, the period of the function is T . Let’s choose t0 = −T/2 because it
is the beginning of a cycle.

2. By inspection of Figure 9, we can see that the mean of this function is zero, and
hence a0 = 0.

3. By inspection of Figure 9, we can see that the function is odd. We can therefore
take ar = 0 for all r > 0.

4. We now use Equation (21) to determine br:

br =
2
T

∫ T/2

−T/2
g(t) sin

(
2πr
T
t

)
dt by using Equation (21)b

=
4
T

∫ T/2

0
g(t) sin

(
2πr
T
t

)
dt by exploiting symmetry about t = 0

=
4
T

∫ T/2

0
sin
(

2πr
T
t

)
dt by substituting for g(t)

= − 4
T

(
T

2πr

)[
cos
(

2πr
T
t

)]T/2
0

by integration

= − 2
πr

[cos(πr)− cos(0)] =
2
πr

[1− (−1)r] by algebra

=

{
4
πr for r odd,
0 for r even.

by splitting into cases
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Figure 10: The convergence of a Fourier series expansion of a square-wave function, including
(a) one term (r = 1), (b) two terms (r = 1, 3), (c) three terms (r = 1, 3, 5), (d) twenty terms
(r = 1, 3, 5, 7, ..., 39).

5. Hence we can assemble the Fourier series as

g(t) =
4
π

[
sin(ωt) +

sin(3ωt)
3

+
sin(5ωt)

5
+ ...

]
,

where ω = 2π/T is the angular frequency.

6. To check our work we plot the solution in Figure 10.

6.7 Fourier series of discontinuous functions

While it is possible to find the Fourier series of discontinuous functions (we did so in
the example above), the series will always “overshoot” the function at the discontinuities.
Such overshoot is evident in Figure 10. It is called the Gibb’s phenomenon, and it does
not disappear no matter how many terms we of the series that we sum. For functions
without discontinuities the Fourier series generally does not have any problems.
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7 Discrete Fourier Series and Power Spectra I

In this lecture We learn about how the same concepts that were used to develop the
Fourier series can be applied to the analysis of time-series data. We’ll also learn how the
resulting series can be converted into a spectrum, a useful plot that can give fundamental
information about the processes that are reflected in the time-series.

7.1 From time-series to radian-series
DA pp.
268–272Let’s consider a time-series y consisting of N observations, with an equal spacing in time

∆t, starting from time zero (if our time-series were not equally spaced, we could use
interpolation to obtain an equally spaced series that represents the data). Our goal is to
somehow apply to this time-series a Fourier analysis like what we saw in the last lecture.

We can represent the time-series as

y = y0, y1, y2, y3, ... yN−1,

t = t0, t1, t2, t3, ... tN−1.

Furthermore, since we wish to apply Fourier analysis, we must make a periodic extension
of the series, to turn it into a periodic function of time that extends from −∞ to +∞
(analogous to our periodic functions from the last lecture). This means that stepping past
the end of our time-series should take us back to the beginning; we have wrapped the
time-series around a circle, as shown in Figure 11.

t0

t1

t2
t3

t4

t5

t6
t7

t8

←
tim

e

θ1

Figure 11: A time-series with N = 9 en-
tries wrapped around a circle, making it
periodic. Each time tj corresponds to a
angle θj .

The time-series shown in Figure 11 has N = 9 entries. The total time to complete
the trip around the circle and arrive back at the initial point is period T = N∆t. This
motivates us to convert the time-series into radians as follows

θj =
2πtj
T

.

Since our entries are regularly spaced in time, we can substitute tj = j∆t, as well as our
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definition for the period T to obtain

θj =
2πj
N

(22)

and we can rewrite our time-series as

y = y0, y1, y2, y3, ... yN−1,

θ = θ0, θ1, θ2, θ3, ... θN−1.

Here we have replaced the time-coordinate of our series with a corresponding angle in
radians, such that the series becomes periodic. By construction θ0 = 0 and θN = 2π. This
makes it amenable to Fourier analysis.

7.2 Discrete Fourier series

We now posit a new type of Fourier series that decomposes a discrete rather than con-
tinuous signal. Instead of a periodic function, we’re going to analyse a series of discrete
points in a time-series. Similar to Equation (16), we use the equation

y =
∑
k

[αk cos(kθ) + βk sin(kθ)] (23)

to represent the discrete Fourier series. As before, αk and βk are unknown coefficients, and
k is an integer, called the harmonic number. For k = 0, the sine term drops out and the
cosine term becomes a constant α0; this is the mean of the time-series. We can substitute
our discrete values of θ from Equation (22) to obtain

yj =
∑
k

[
αk cos

(
2πk
N

j

)
+ βk sin

(
2πk
N

j

)]
. (24)

Here the integer index j has replaced time t as the independent variable. The angular
frequency 2πk/N has replaced ω.

For the series represented by Equation (24), there are always an odd number of un-
known coefficients. This can be seen by considering that the unknown coefficients of the
series come in pairs (αk, βk) except for at k = 0, where there is only one coefficient, α0.
To solve for the unknown coefficients, we must have an equal number of data points in
our time-series; hence N must be odd∗. We can accommodate this by interpolation, or by
simply dropping the last entry before analysing the series.

The sine and cosine oscillations with k = 1 represent the longest period that we can
resolve in our analysis of the time-series. In fact, they represent the oscillations with
discrete period N , which correspond to period T .

At larger harmonic number k, the frequency of the corresponding oscillation grows (in
other words, the period shrinks). What is the largest frequency (smallest period) that can
∗A modified version of Equation (24) can be used to compute the discrete Fourier series of a time-series

with N even. We will not consider that modification here.
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be resolved? Equivalently, what is the maximum harmonic number k in the summation in
Equation (24)? Think back to what you learned about aliasing in problem 4 of Laboratory
5 from this term: to represent an oscillation, you need to sample it at least twice per period.
This means that for a given sampling rate ∆t, the smallest period that you can hope to
capture is the one with a Tmin = 2∆t, corresponding to a harmonic number kmax = N/2.
This value of k is known as the Nyquist frequency ; it is the largest frequency that we can
resolve in a time-series. In practise, for N odd, the best we can do is Tmin = 2∆tN/(N−1)
or

kmax =
N − 1

2
.

Using these limits on k, we can rewrite Equation (24) as

yj = α0 +

N−1
2∑

k=1

[
αk cos

(
2πk
N

j

)
+ βk sin

(
2πk
N

j

)]
, (25)

for j going from 0 to N − 1.

7.3 (NON-EXAMINABLE) Determining the coefficients of the Dis-
crete Fourier series

To make Equation (25) useful, we need to solve for the coefficients αk and βk. This can be
done in a way that is analogous to our approach from the previous lecture on continuous
Fourier series, except that we replace integration with matrix multiplication.

The first step is to rewrite Equation (25) in matrix–vector notation. We already know
that y is a vector composed of its entries

y = [y0, y1, ... yN−1]′ (26)

where the ′ symbol indicates to take the transpose (giving a column vector). Each of our
sine and cosine oscillations is also a vector, and can be written in the same way, for a
single value of k,

Ck =
[
cos
(

2πk
N

0
)
, cos

(
2πk
N

1
)
, ... cos

(
2πk
N

(N − 1)
)]′

, (27)a

Sk =
[
sin
(

2πk
N

0
)
, sin

(
2πk
N

1
)
, ... sin

(
2πk
N

(N − 1)
)]′

. (27)b

We can combine these two vectors into a N × 2 (read: N rows by 2 columns) matrix,

Zk = [Ck, Sk]. (28)

There are (N−1)/2 of these Zk matrices: one for each value of k. There is also one pair of
coefficients, αk and βk for each value of k. These become a two-component column vector:

Gk = [αk, βk]′. (29)
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We can combine Equation (26), Equation (28), and Equation (29) to rewrite Equa-
tion (25) as follows:

y = α0 +

N−1
2∑

k=1

ZkGk, (30)

or, equivalently,
y0

y1
...

yN−1

 =


α0

α0
...
α0

+

N−1
2∑

k=1


cos
(

2πk
N 0

)
sin
(

2πk
N 0

)
cos
(

2πk
N 1

)
sin
(

2πk
N 1

)
...

...
cos
(

2πk
N (N − 1)

)
sin
(

2πk
N (N − 1)

)

[
αk
βk

]
. (31)

The second step is to recognise the orthogonality condition:

2
N

Ck · Sl = 0 for all k and l

2
N

Ck ·Cl =

{
1 for k = l,

0 for k 6= l,

2
N

Sk · Sl =

{
1 for k = l,

0 for k 6= l,

Or, more usefully,

2
N

Z′k Zl =



[
1 0
0 1

]
= I for k = l,[

0 0
0 0

]
for k 6= l.

(32)

This means that each of the Zk is orthogonal to all of the others; hence each coefficient
codes for a unique contribution that is independent of all the other contributions.

We can now use Equation (32) to isolate and solve for our coefficients by multiplying
the whole equation by 2

NZ′l

2
N

Z′l (y− α0) =
2
N

Z′l

N−1
2∑

k=1

ZkGk,

=

N−1
2∑

k=1

(
2
N

Z′l Zk

)
Gk,

= IGl = Gl.

And so we have derived an equation for each pair of coefficients,[
αl
βl

]
=

2
N

Z′l (y− α0). (33)

With this equation, we can compute the values of the coefficients, and hence fully deter-
mine the discrete Fourier series.
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7.4 Putting it together to compute the discrete Fourier series

The following Matlab function implements the calculation in Equation (33). (Note that
it uses a data structure F to return the result; a data structure is simply a bundle of
variables).

function F = dfs(Y);
% DFS Discrete Fourier series
% DFS(Y) computes the Discrete Fourier series of an input
% time-series Y. Y must be a vector with a length N that
% is greater than 1 and odd in number. F=DFS(Y) returns a
% structure F as follows:
% F.alpha0 = mean of the time-series
% F.alpha = coefficients of cosine terms for k=1:(N-1)/2
% F.beta = coefficients of the sine terms for k=1:(N-1)/2
% F.power = normalised power-spectrum of the time-series

% Check length of time-series. Must be odd and longer than 1
N = length(Y);
if (mod(N,2)==0 || N==1)

error(’Input vector must have length greater than 1 and ODD.’);
end

% Ensure that Y is a column vector
[rows cols] = size(Y);
if rows==1; Y = Y’; end

% Subtract off mean of time-series
M = mean(Y);
Y = Y - M;

% Create index and wave numbers
n = 0:N-1;
k = 1:(N-1)/2;

% Calculate the coefficients at each frequency
for i=1:length(k)

Z = [cos(2*pi*n*k(i)/N)’, sin(2*pi*n*k(i)/N)’];
G(:,i) = 2*Z’*Y/N;

end

% Assemble structure containing results
F.alpha0 = M;
F.alpha = G(1,:);
F.beta = G(2,:);
F.power = 0.5*(F.alpha.^2 + F.beta.^2)/var(Y);
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You can download this function, called dfs.m, from http://www.earth.ox.ac.uk/

~richardk/teaching/SYM/.

Try using it on synthetic time-series. For example, try
>> t = linspace(0,2*pi,1002);
>> y = 2*cos(3*t) + 3*sin(t);
>> y = y(1:end-1); % shorten to an odd number of points
>> F = dfs(y);

Now guess which values of αk and βk are non-zero. You can check your guess by entering
>> semilogx(F.alpha,’-or’); hold on;
>> semilogx(F.beta,’-xb’); hold off;

The function semilogx makes a plot with a logarithmic x-scale (which spreads out the
first few values and makes them easier to identify).

Question: Given the result F from the function dfs, reconstruct the time-series values
and find the mean difference between the original time-series and the reconstructed one.

7.5 The variance spectrum

The frequency of the oscillators in the discrete Fourier series depends on the integer k.
For the same value of k, both the sine and cosine terms have the same frequency. Having
both sine and cosine allows us to resolve the phase of the original signal. In many cases
however, we’re only interested in the spectrum of the time-series: what amount of variance
comes from each frequency? This is given by

σ2
k =

α2
k + β2

k

2
.

This can be normalised by the total variance of the time-series as

σ2
k =

α2
k + β2

k

2σ2
, (34)

where σ2 is the variance of the time-series y. In electrical engineering, the power of an
electrical signal is proportional to its variance, so σ2

k is often called the power, and a plot
of its values is called a power spectrum†. The variance or power spectrum is an extremely
important tool in the observational sciences!

Note that in the last line of the function dfs, the power spectrum is calculated accord-
ing to Equation (34).

7.6 Worked examples

Let’s first consider an example with a synthetic time-series with known frequency content.
First we construct the synthetic time-series:

>> T = 10; % total duration, years
>> A1 = 33; % watts

†This is a plot with many names. It is sometimes called a periodogram, or a variogram.

http://www.earth.ox.ac.uk/~richardk/teaching/SYM/
http://www.earth.ox.ac.uk/~richardk/teaching/SYM/
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Figure 12: (a) Synthetic time-series and (b) normalised variance (power) spectrum.

>> A2 = 75; % watts
>> f1 = 4/T; % 1/years
>> f2 = 13/T; % 1/years
>> t = linspace(0,T,2002);
>> y = A1*sin(2*pi*f1*t) + A2*sin(2*pi*f2*t);
>> plot(t,y,’-k’);
>> xlabel(’Time, years’); ylabel(’Watts’);

Now we analyse the time-series, noting that we should first strip off the last data-point
so that our series is period and has an odd number of entries:

>> y = y(1:end-1);
>> F = dfs(y);

Lastly, we produce our variance spectrum, calculating the frequency values that go on
the x-axis:

>> N = length(y);
>> k = 1:(N-1)/2;
>> freq = k/T;
>> plot(freq(1:16),F.power(1:16),’-ok’); % Just plot first 16
>> xlabel(’Frequency, 1/year’); ylabel(’Normalised variance’);

A plot of the time-series and frequency spectrum are shown in Figure 12.

As a second example, let’s work with some real data: an 18-year record of total monthly
runoff of Cave Creek, in Kentucky, France‡. The data are given in hundredths of an inch.
Figure 13a is a plot of the time-series. Over the 18 years of recordings, there are about
‡Actually, there are 18 years plus 1 month of data in this series. Why the extra month? Download the

data from http://www.earth.ox.ac.uk/~richardk/teaching/SYM/CaveCreekData.txt

http://www.earth.ox.ac.uk/~richardk/teaching/SYM/CaveCreekData.txt
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Figure 13: (a) Observed runoff at Cave Creek, and (b) normalised variance (power) spectrum.
The shortest period, the 12-month, and the longest period oscillations are labelled.

18 peaks; this suggests that the runoff peak occurs annually, which makes sense. Let’s
analyse the data.

Assuming that the data has been loaded and the time-series vector is called runoff,
>> N = length(runoff); % check that N is odd!
>> F = dfs(runoff);
>> T = 18*12+1; % total duration, months
>> k = 1:(N-1)/2; % harmonic number
>> per = T./k; % periods
>> semilogx(per,F.power,’-ok’,’LineWidth’,1.5,’MarkerSize’,5);
>> xlabel(’Period, months’); ylabel(’Normalised variance’);

The resulting plot is shown in Figure 13b. Note that in this case, we have plotted the
normalised variance against the period of oscillation, rather than the frequency. This
sometimes makes the graph easier to understand. Just as we anticipated, most of the
power in the signal is in the 12-month oscillation.
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8 Discrete Fourier Series and Spectra II

In this lecture First, we’ll reflect on the meaning of a spectrum via an analogy to light
passing through a prism. We’ll then consider a special consideration when calculating the
discrete Fourier series for time-series data. We’ll then introduce the concept of a Fourier
transform and learn about the built-in functionality of Matlab for Fourier analysis.

8.1 What is a spectrum?

In trying to get a feeling for the meaning of a spectrum, it is helpful to consider what
happens to visible light as it goes through a prism. Figure 14 shows electromagnetic waves
of white light incident on a prism from the right. The prism bends different frequencies of
electromagnetic oscillations to different extents, and hence separates the white light into
its components. The intensity of each band of colour in the spectrum corresponds to the
contribution of that frequency to the white light. This is a good analogy for the variance
or power spectrum: a plot of the contribution to the total signal as a function of frequency
(or period, or harmonic number, etc).

Figure 14: (Fig. 4.75 from
DA). A prism acts as a
frequency analyser, trans-
forming the incident white
light (time or spatial view)
into its constituent spectrum
of colours (frequency view).
The intensity of each colour
in the frequency view is anal-
ogous to the amplitude in a
variance (power) spectrum.

8.2 Detrending

So far, we’ve applied Fourier analysis to time-series that are stationary : they have a mean
that is roughly constant with time, if one averages over the observed oscillations. This is
not true of all time-series. Some have a trend, as well as periodic and random components.
Let’s consider an example of a synthetic time-series.

>> T = 100; % years
>> N = 1001; % data points
>> t = linspace(0,T,N+1);
>> y = 2*cos(2*pi*t*5/T)+sin(2*pi*t*12/T)+8*t/T+0.4*randn(size(t));

Our time-series y, shown in Figure 15a, has four components:

1. 2*cos(2*pi*t*5/T) is a cosine component with amplitude 2 and period T/5 = 20
years. We therefore expect α5 = 2.
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Figure 15: (a) Syn-
thetic time-series
with two periodic
components, a
trend, and a ran-
dom component.
(b) Amplitude
spectrum from the
discrete Fourier
series of the raw
time-series, showing
αk (circles) and βk,
(crosses). Harmonic
numbers 5 and 12
are marked with
vertical dotted
lines. (c) Am-
plitude spectrum
of the detrended
time-series.
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2. sin(2*pi*t*12/T) is a sine component with unit amplitude and period 100/12. We
expect β12 = 1.

3. 8*t/T is the trend in the dataset. The time-series has a mean slope of 8/100.

4. 0.4*randn(size(t)) is a normally-distributed random (noise) component with am-
plitude 0.4 (see help randn for details).

We then calculate and plot the discrete Fourier series,
>> F = dfs(y(1:end-1));
>> k = [1:(N-1)/2];
>> semilogx(k,F.alpha,’-ok’); hold on;
>> semilogx(k,F.beta,’-xk’);
>> plot([5 5],[-3 3],’:k’,[12 12],[-3 3],’:k’); hold off;
>> xlabel(’Harmonic number’); ylabel(’Coef. amplitude’);

This amplitude spectrum is shown in Figure 15b. Note that the values of of αk are
as expected: close to zero with a spike at k = 5 to about 2 (the random noise causes
slight variations from zero). The values of βk are not as expected, however. Although we
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see the expected spike at k = 12, the values are below zero for smaller values of k. This
downward curve is a consequence of the trend in the time-series; remember that to compute
the discrete Fourier series, we assumed that the time-series is periodic. The trend pollutes
the Fourier coefficients with deviations from zero that are unrelated to oscillations in the
Fourier series. To avoid this problem, it is often necessary to detrend a time-series before
analysing. This means determining the linear (or non-linear) trend of the data-series and
subtracting it from the raw data.

Let’s detrend the data and try the Fourier analysis again. In this case, we know the
linear trend in the data, so we can subtract it off directly; normally, if you had a measured
time-series, you’d need to regress the series to find the best-fitting trend, and then subtract
that trend off.

>> ydt = y - 8/T*t;
>> Fdt = dfs(ydt(1:end-1));
>> semilogx(k,Fdt.alpha,’-ok’); hold on;
>> semilogx(k,Fdt.beta,’-xk’);

A plot of the coefficients of the discrete Fourier series of the detrended time-series is
shown in Figure 15c. Note that the spurious depression of the sine coefficients has been
eliminated.

8.2.1 Removing nonlinear trends
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Figure 16: A syn-
thetic time-series
with a nonlinear
trend. Note that
the dotted line,
which is the best
fit for a first order
polynomial, is a still
a poor fit to the
trend in the data,
while the second
order (quadratic)
polynomial captures
the trend well.

Trends in time-series are not always linear. Sometimes they have obvious curvature,
which cannot be accommodated by a best fitting straight line. Let’s consider another
synthetic time-series as an example, as shown in Figure 16. In this figure, the best-fitting
straight line clearly does not fit the data. However, the best-fitting quadratic polynomial
fits the data very well. Both of these lines were calculated using the Matlab built-in
function fit. Here’s how it works (assuming that we have a vector of times t and a vector
of data y):

>> linfit = fit(t,y,’poly1’)
where ’poly1’ indicates that we want to use a polynomial of degree one, i.e. y = p1t+p2,
where p1 and p2 are constants to be determined by Matlab. This function returns
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linfit =

Linear model Poly1:
linfit(x) = p1*x + p2
Coefficients (with 95% confidence bounds):

p1 = -0.1351 (-0.1392, -0.131)
p2 = 2.988 (2.75, 3.227)

We can use the same function to obtain a best-fitting quadratic polynomial,

>> quadfit = fit(t,y,’poly2’)

quadfit =

Linear model Poly2:
quadfit(x) = p1*x^2 + p2*x + p3
Coefficients (with 95% confidence bounds):

p1 = -0.002241 (-0.00232, -0.002163)
p2 = 0.08902 (0.08092, 0.09712)
p3 = -0.7437 (-0.919, -0.5683)

Matlab computes the coefficients of these polynomials using a linear least squared error
algorithm, that is very similar to what you studied at the end of last term. It is very easy
to make a plot like the one in Figure 16:

>> plot(t,y,’-k’); hold on;
>> plot(t,linfit(t),’:k’);
>> plot(t,quadfit(t),’--k’); hold off;

Note that we have used our variables linfit and quadfit as Matlab functions. Won-
derful! We could easily plot a detrended version of the data by saying

>> plot(t,y-quadfit(t),’-k’);

What order of polynomial should you use? The higher the order, the closer the fit to
the time-series. But higher order polynomials also have more “wiggles,” and it is exactly
these wiggles that spectral analysis seeks to quantify. So a good policy is to use lowest
order polynomial that effectively captures the trend without capturing the wiggles that
you are interested in. This is somewhat subjective!

8.3 (NON-EXAMINABLE) The Fourier transform and its discrete ver-
sion

Fourier transforms are closely related to Fourier series, but take a mathematical approach
that is more complicated in order to achieve greater generality of usage. For example,
Fourier transforms can be used on non-periodic functions. You can think of a non-periodic
function as a periodic function where the period has gone to infinity. In this limit, the
summation over frequencies that appears in Equation (16) becomes an integral, and we
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have

f(t) =
1

2π

∫ +∞

−∞
eiωtF (ω) dt, (35)a

F (ω) =
∫ +∞

−∞
e−iωtf(t) dt, (35)b

where F (ω) is the Fourier transform of the function f(t). Equation (35)a reconstructs
the function in the time-domain from its Fourier transform, and hence corresponds with
Equation (16), while Equation (35)b corresponds to recipe for calculating the Fourier series
coefficients, Equation (21).

The mathematics of the Fourier transform is beyond the scope of this course, but we
can make a couple of remarks about Equation (35).

• The Fourier transform replaces the integer harmonic number k with a continuous
angular frequency ω.

• It replaces the pair of coefficients αk and βk with a complex function F . Recalling
Euler’s formula

eiθ = cos θ + i sin θ,

we can see that the real part of F corresponds to the coefficients of the cosine terms
α, while the imaginary part of F corresponds to the coefficients of the sine terms β.

Like the Fourier series, the Fourier transform can be applied to analytical functions, not
to time-series data. To analyse discrete time-series data, we need the discrete version of
the Fourier series.

The discrete Fourier transform is the method of spectral analysis that is preferred by
most scientists, and it is the method that is built into Matlab. It is therefore a goal of
this course to make it familiar to you on a practical level.

Suppose that you have a time-series y composed of N observations, equally spaced
in time and covering a total time T . To analyse this we use a discrete version of Equa-
tion (35)a, we convert the integral back into a sum to give

Yk =
N∑
n=1

yn exp
[
−2πi(k − 1)

n− 1
N

]
, 1 ≤ k ≤ N, (36)

where n is an index of the observations in the time-series and k is the integer harmonic
number. Yk are the entries in a vector of complex numbers, where

αk = Real(Yk), (37)
βk = −Imag(Yk). (38)

You may wonder why k goes from 1 to N in Equation (36), whereas in the discrete
Fourier series it went from 1 to the Nyquist frequency at (N − 1)/2. The harmonics for
k greater than the Nyquist frequency are image frequencies, and are actually duplicates
of the regular set. For technical reasons, it is easier to compute this complete series and
discard the image frequencies; this is what Matlab does.
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8.4 Using Matlab’s fft function

It should come as no surprise that Matlab has a built-in function to do spectral analysis.
This function is called fft, which is an abbreviation of “Fast Fourier transform”. ’fft
is a rather complicated tool. It performs a discrete Fourier transform as described in the
previous section, and returns a set of complex coefficients that has the same length as the
input time-series. For example

>> y = rand([1 100]);
>> Y = fft(y);

>> length(Y)
ans =

100

More details about fft can be obtained using help.

What we seek here is a means to convert the output of fft into something we un-
derstand: the output of dfs. The following Matlab function achieves this∗, and demon-
strates the relationship between Matlab’s fft and the discrete Fourier series.

function F = dft(y)
% DFT Discrete Fourier transform
% DFT(Y) computes the Discrete Fourier transform of an input
% time-series Y. F=DFT(Y) uses the built-in FFT and returns a
% structure F as follows:
% F.alpha0 = mean of the time-series
% F.alpha = coefficients of cosine terms for k=1:Nyquist
% F.beta = coefficients of the sine terms for k=1:Nyquist
% F.power = normalised power-spectrum of the time-series

%1. Compute the discrete Fourier transform using Matlab’s fft
G = fft(y);

%2. Determine and select the unique entries
N = length(y);
Nu = ceil((N+1)/2);
G = G(1:Nu);

%3. Scale value appropriately and assemble output structure
F.alpha0 = real(G(1))/N;
F.alpha = 2*real(G(2:end))/N;
F.beta = -2*imag(G(2:end))/N;
F.power = 0.5*(F.alpha.^2 + F.beta.^2)/var(y);

Let’s examine this function in terms of its three steps:
∗For a more thorough discussion, see http://www.mathworks.com/support/tech-notes/1700/1702.

html.

http://www.mathworks.com/support/tech-notes/1700/1702.html
http://www.mathworks.com/support/tech-notes/1700/1702.html
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220 440 660 880
FREQUENCY (Hz)

Figure 17: Variance
spectrum of the
sound produced by
a plucked guitar
string. Grey lines
are individual in-
stances; heavy black
line is the average
of six instances.
Adapted from
report by M. Owen.

1. Apply fft to the data-series. The fft function works regardless of the length (even
or odd) of the input time-series y.

2. Extract only the fft coefficients that are unique. This means discarding the second
half of the entries, which correspond to the image frequencies. Since N can be even
or odd, we must use rounding to ensure that Nu is an integer; ceil rounds upward,
which is correct for any value of N. We then restrict Y to the desired set of values.

3. Scale the results appropriately, so that they are independent of time-series length,
and consistent with the results of dfs.

8.5 Spectra, waves, and the Earth

Fourier analysis decomposes a signal into a set of oscillations, and represents the relative
contributions of those oscillations on a spectrum plot. One of the most commonly encoun-
tered oscillations is a vibration: the oscillatory physical motion of a material. Because
vibrations are inherently periodic, they are amenable to Fourier analysis.

Consider the vibration of a guitar string. The averaged Fourier spectrum of a plucked
string is shown in Figure 17. Note the regular peaks in power at multiples of the funda-
mental frequency, which in this case is 110 Hz. The fundamental frequency has the most
power (i.e. it is the loudest), but the vibrations at higher frequency contribute substan-
tially to the sound, while vibrations at frequencies between the peaks are relatively quiet.
These regular peaks at frequencies that are multiples of the fundamental frequency are
known as overtones, and their contribution is what gives a musical instrument its unique
sound.

Where do overtones come from? They are associated with a particular set of oscil-
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Figure 18: Normal modes of a vibrating string that is fixed at its ends. The fundamental
mode has the longest wavelength, equal to twice the length of the string, and can be written
as y(x, t) = A(t) sin (πx/L), where L is the length of the string. The others are described by
y(x, t) = A(t) sin (nπx/L) for n = 2, 3, ...

lations that have a spatial structure that is unchanging with time, and goes to zero at
the fixed end-points. Hence they are sometimes called standing waves. Of course, since
they are vibrations, the displacement of the string must change with time; this can be
accommodated with a time-dependent amplitude

y(x, t) = A(t) sin (nπx/L) = A0 sin(ωnt) sin (nπx/L) , (39)

where A0 is a constant amplitude, L is the length of the string, and n is an integer. Such
oscillations are also known as the normal modes of the string. The wavenumber of each
mode is defined as

κn =
nπ

L
;

n = 1 corresponds to the fundamental mode, and oscillations with n > 1 are overtones.

As we will learn next term when we consider the physics of waves, there is a physical
relationship between the angular frequency of oscillation for each normal mode ωn and
the mode number n. This relationship is expressed mathematically as

ωn = cκn =
cnπ

L
, (40)

where c is a constant, and a property of the string. Examining the spectrum shown in
Figure 17, we can identify the n = 2 mode with 220 Hz. We then expect the fundamental
mode at 110 Hz, and the n = 4 mode at 440 Hz. The observations bear this out.

(a) (b) (c) (d)

Figure 19: Four normal modes of a vibrating hoop. The dashed circle shows the undeformed hoop.

Any finite vibrating object can possess a set of normal modes. Consider, for example,
a hoop as shown in Figure 19. This is different from the string in that its ends are
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not fixed, but rather it “bites its own tail;” hence the radial displacement of the hoop
must be periodic around the hoop with period 2π. With a little imagination, you can
generalise from a hoop to a spherical shell, or a solid sphere, or even to the Earth! Just
as for the spectral analysis of the sound produced by the vibrating guitar string, spectral
analysis of a carefully recorded seismogram reveals the so-called free oscillations of the
Earth. Figure 20 is an example of the spectrum of free oscillations recorded after the great
Sumatra-Andaman earthquake of December 2004.

Figure 20: A spectrum of the normal modes of the Earth, also known as free oscillations. The
modes labelled S are spheroidal modes, where the displacement is toward or away from the centre
of the Earth. The modes labelled T are toroidal modes, which involve displacements that are
tangential to the surface of the Earth. This spectrum was produced by a Fourier analysis of the
free oscillations excited during the great Sumatra-Andaman earthquake of December 2004. (Figure
credit Jeffrey Parks, Yale University).
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